The Political Economy of Al Safety:
Following the Money and the Mechanics
of Regulatory Capture

The rapid acceleration of artificial intelligence capabilities has triggered an unprecedented,
multi-million-dollar lobbying apparatus dedicated to imposing stringent, top-down regulations
on the technology. Ostensibly, these efforts—championed by "Effective Altruism" (EA)
organizations and prominent technology billionaires—are designed to mitigate existential risks
and ensure "Al safety." However, a forensic application of the Receipt Protocol—stripping away
public relations narratives to follow the flow of capital and structural power—reveals a
fundamentally different reality’.

The current regulatory landscape is not merely a debate over safety; it is an active theater of
what structural theorists term the "Vertical War"'. In this framework, the conflict is not
horizontal across traditional political lines, but vertical: the "Rust" (extractive elites,
administrative bureaucrats, and incumbent monopolies) attempting to enclose resources
against the "Gears" (open-source developers, independent researchers, and decentralized
competitors)'. The campaign for Al safety operates as a highly sophisticated mechanism of
regulatory capture, strategically designed to impose massive compliance costs that effectively
pull up the ladder on open-source competition, thereby cementing the dominance of existing
tech monopolies.

This report executes an exhaustive forensic review of the funding sources, legislative lobbying,
and economic theories driving the Al safety movement. By tracing the financial links between
tech billionaires, their private equity investments, and the non-profit advocacy groups
demanding strict Al regulations, the analysis demonstrates how modern Al safety campaigns
function as a textbook execution of market enclosure. Furthermore, by integrating formal
models of regulatory capture, game-theoretic analyses of technology markets, and the
perspectives of leading antitrust scholars, this report exposes the structural realities beneath
the veneer of existential risk mitigation.

I. The Theoretical Framework: Regulatory Capture in
the Three-Layered Prison

To understand the mechanics of Al regulatory capture, it is necessary to apply a rigorous
theoretical lens to the political economy of the technology sector. The overarching structure
can be understood through the "Three-Layered Prison" model of systemic extraction, which
defines the environment in which these regulations are negotiated and enforced'.

The foundational layer, Layer 1, represents the structural and economic barriers to entry'. In the
context of artificial intelligence, this manifests as the massive capital requirements for compute
power, hardware acquisition, and data processing. These natural barriers already restrict the



playing field to highly capitalized entities®. Layer 2 is the manufactured ideological conflict'. The
highly publicized, emotive debates between "Al Doomers" predicting human extinction and
"Effective Accelerationists" (e/acc) demanding unfettered progress serve as a cultural
smokescreen. This layer absorbs cognitive energy and distracts the public and policymakers
from the structural economic consolidation occurring underneath’. Finally, Layer 3 represents
learned helplessness and the normalization of extraction, often analogized as the "Lighthouse"'.
Society is guided toward a single "safe path"—in this case, the belief that only a handful of
heavily regulated, closed-source corporate monopolies can be trusted to wield artificial
intelligence®. The public internalizes the necessity of the regulatory prison walls, demanding
their own enclosure under the guise of safety.

The "Bootleggers and Baptists" of Artificial Intelligence

The economic translation of this framework was articulated by venture capitalist Marc
Andreessen, who applied the classic economic theory of "Bootleggers and Baptists" to the Al
safety movement®. The theory, originally used to explain the political coalitions that successfully
drove alcohol prohibition in the United States in the 1920s, perfectly maps the current Al
regulatory environment.

The "Baptists" are the true believers embedded within the Effective Altruism and Al Safety
communities. These are the social reformers, academics, and ethicists who legitimately and
emotionally fear that unchecked artificial intelligence poses an existential threat to humanity®.
They provide the moral fervor, the academic papers on existential risk, and the ethical
justification for strict restrictions. They view their mission as a crusade against a technology
that could autonomously orchestrate civilizational collapse.

Conversely, the "Bootleggers" are the self-interested opportunists—specifically, the executives
of incumbent Al monopolies. These actors stand to profit immensely from the imposition of
new restrictions, regulations, and laws®. While publicly adopting the language of the Baptists to
express deep concern for humanity's future, the Bootleggers actively lobby for regulations that
will crush open-source competitors, insulate their proprietary models, and create a
government-blessed cartel®. This dynamic creates a software equivalent to the "too big to fail"
banking sector, where regulations originally intended to restrain power ultimately cement it.

As historical precedent demonstrates, in such coalitions, the Bootleggers consistently emerge
victorious’. The resulting legislation never achieves the utopian safety goals of the Baptists;
instead, it establishes the regulatory moats desired by the Bootleggers, leaving the genuine
reformers wondering how their drive for social improvement was co-opted into corporate
protectionism.
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The Bootleggers and Baptists framework illustrates how the genuine ethical concerns of Al Safety advocates (The
Baptists) provide the necessary moral cover for incumbent technology monopolies (The Bootleggers) to push for heavy
regulations, ultimately resulting in a legally protected market cartel.

ll. Following the Money: The Financial Architecture of
Al Safety

The Al safety movement is not a grassroots campaign; it is a highly centralized, exceptionally
well-funded apparatus primarily sustained by a concentrated network of technology
billionaires closely linked to the Effective Altruism movement. An examination of the financial
flows reveals a sophisticated dual-track strategy: investing billions into proprietary, for-profit Al
development while simultaneously funneling hundreds of millions into non-profit entities
tasked with lobbying for the regulation of those exact technologies.

The Epicenter: Dustin Moskovitz and Open Philanthropy

At the center of this financial ecosystem sits Dustin Moskovitz, co-founder of Facebook and
Asana, who possesses a net worth exceeding $11 billion’. Through the private foundation Good
Ventures and the research and grant-making organization Open Philanthropy (recently
rebranded as Coefficient Giving), Moskovitz and his wife, Cari Tuna, serve as the primary
financial engines of the Al safety movement’.

Open Philanthropy has donated approximately $2.8 billion since its founding in 2017, with an



estimated $336 million (roughly 12%) dedicated explicitly to Al safety research and
field-building™. The organization's spending on Al safety has accelerated rapidly, reaching $46
million in 2023 and an estimated $80 million in 2024'°. This level of funding establishes Open
Philanthropy as the single largest funder of Al safety initiatives globally™.

The strategic positioning of Moskovitz's capital highlights a glaring structural conflict of interest
inherent in the Bootlegger/Baptist dynamic. In 2017, Open Philanthropy directed $30 million to
OpenAl, which was then operating as a non-profit research lab™. Furthermore, in 2021,
Moskovitz personally invested in a $124 million funding round for Anthropic, a leading
closed-source frontier Al lab, well before it was obvious that such laboratories would generate
massive financial returns'. While representatives note that his Anthropic stake (valued at an
estimated $500 million) was later moved into a non-profit vehicle in early 2024 to "dispel any
perception of conflict of interest," the underlying economic reality remains deeply intertwined™.
The exact same capital source funding the development of proprietary, closed-source frontier
models is simultaneously bankrolling the non-profit organizations advocating for regulations
that would criminalize or heavily burden open-source alternatives. For instance, Coefficient
Giving (Open Philanthropy) recently announced a staggering $160 million commitment to scale
Al safety via a new non-profit called Resolution, marking the largest single Al research grant to
date™.
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The financial architecture of the Al safety movement is heavily centralized. Capital from tech billionaires flows
simultaneously into proprietary, closed-source Al developers (constructing the technology) and non-profit safety
organizations (constructing the regulatory moats to protect the technology).

The Crypto War Chests and Elite Funding Networks

Beyond Open Philanthropy, the broader Effective Altruism ecosystem funnels massive capital
into Al regulation through interlocking funds and high-net-worth individuals, often leveraging
the immense wealth generated during the cryptocurrency boom. This capital forms an
interconnected web of grants and regrants that sustain the advocacy infrastructure.
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The Future of Life Institute (FLI), a central player in advocating for Al pauses and regulations,

received an extraordinary $665 million cryptocurrency donation in 2021, largely in Shiba Inu coin
from Ethereum co-creator Vitalik Buterin'. This provided FLI with an unprecedented war chest
to fund its lobbying and grant-making operations over the next decade. MIRI similarly benefited
from the crypto wealth explosion, receiving multiple multi-million dollar anonymous and public
donations to fund its alignment research'®. Furthermore, organizations like the Long-Term
Future Fund (LTFF) demonstrate the circular nature of this capital pool, as nearly half of LTFF's
funding originates from Open Philanthropy before being distributed to smaller projects'°.

Ill. The Institutionalization of the Threat: The CAIS
Case Study

To understand how rapidly this philanthropic capital is mobilized to construct legislative moats,
a forensic audit of the Center for Al Safety (CAIS) provides a perfect case study. Founded as
recently as April 2022 to promote safety standards and reduce "societal-scale risks," CAIS
quickly morphed into a dominant political and lobbying force'®.

Tax filings and extracted financial data reveal an explosive growth trajectory fueled by
philanthropic largesse that bypasses traditional grassroots growth models. In its first year
(fiscal year ending December 2022), CAIS reported zero expenses, operating as a nascent
concept'. By the fiscal year ending December 2023, CAIS reported a staggering $16.08 million
in total revenue (with $15.59 million originating directly from contributions) and $8.13 million in
expenses'’. In the fiscal year ending December 2024, the organization maintained substantial
capitalization with $10.23 million in total revenue and $12.63 million in total assets'®.



Financial Metric FY 2022 FY 2023 FY 2024

Total Revenue Data Unavailable $16,089,191 $10,235,085
Total Expenses $0 $8,134,449 $7,163,607

Total Assets ~$5,000,000 $13,989,499 $12,638,754
Net Assets ~$5,000,000 $8,538,240 $11,609,718

Data derived from IRS Form 990 filings and ProPublica extraction.
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This sudden, massive influx of capital allows CAIS to sustain high-level executive operations
and infrastructure that a typical non-profit could not access. In 2023, Executive Director Daniel
James Hendrycks received a reported compensation of $314,534, while Policy Lead Nicholas
Beckstead received $198,071, indicating a highly professionalized administrative structure'.
Backed by an Open Philanthropy grant of $4.0 million in 2023, alongside millions from
donor-advised funds like the Vanguard Charitable Endowment Program and the Silicon Valley
Community Foundation, CAIS possesses the financial durability to wage sustained legislative
warfare'®.

Beyond lobbying, CAIS utilizes its funding to control the academic ecosystem by operating a
massive "Compute Cluster" initiative. Armed with 256 A100 GPUs, CAIS provides free compute
to researchers, thereby incentivizing non-industry academics to focus their research
exclusively on ML safety and alignment, effectively capturing the academic narrative
surrounding Al development'®. Through its affiliated Center for Al Safety Action Fund, CAIS
translated this academic and financial power directly into politics, becoming the primary
sponsor and driving force behind California's most aggressive regulatory attempt: SB 1047,



The Institutionalization of Al Safety: CAIS Revenue
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Founded in 2022, the Center for Al Safety (CAIS) rapidly secured tens of millions in contributions, transforming
immediately into a heavily capitalized lobbying force capable of driving major state-level legislation.

Data sources: CauselQ, ProPublica

IV. The Legislative Blueprint for Monopoly

The translation of this vast philanthropic capital into actionable regulatory moats is most visible
in legislative and policy efforts aimed at artificially restricting computing power, establishing
federal licensing regimes, and criminalizing the dissemination of open-source model weights.

Sam Altman and the Federal Licensing Play

The blueprint for national regulatory capture was plainly articulated by OpenAl CEO Sam
Altman during his May 2023 testimony before the U.S. Senate Judiciary Subcommittee on
Privacy, Technology, and the Law'’. Adopting the grave, existential tone characteristic of the
Baptists, Altman warned Congress that Al could cause "significant harm to the world" and
characterized the technology as a "printing press moment" requiring immediate government
intervention'.

However, applying the Receipt Protocol to his proposed solutions reveals a clear Bootlegger
agenda aimed at market enclosure. Altman urged Congress to establish a new federal or global
licensing agency to oversee compliance?. Crucially, he demanded a combination of licensing
and pre-deployment testing requirements for the development and release of Al models
"above a threshold of capabilities"?.

In economic terms, a licensing regime tied to an arbitrary capability or compute threshold



guarantees that only incumbent corporations with multi-billion-dollar compliance departments
can legally train frontier models. Independent developers and open-source foundations
operate with a fraction of the capital of Big Tech; they cannot afford to navigate a sprawling
federal licensing bureaucracy, pay for mandated third-party audits, or delay deployment for
months of bureaucratic review. Contrast this approach with the testimony of IBM's Chief
Privacy and Trust Officer, Christina Montgomery, who advocated for risk-based regulation that
defines the highest risk uses of Al in specific contexts, rather than regulating the underlying
technology itself*. Altman's push to regulate the core technology rather than its application is a
direct attempt to control the means of production.

Weaponizing National Security: The Gladstone Al Action Plan

This drive for market enclosure reached the federal defense policy level with the publication of
"Defense in Depth: An Action Plan to Increase the Safety and Security of Advanced Al."
Commissioned by the U.S. State Department and compiled by Gladstone Al—an Al safety
company founded by brothers Jeremie and Edouard Harris—the report represents a dramatic
escalation in rhetoric and proposed policy?*. The report utilizes the language of national
security to warn that advanced Al introduces "WMD-like" catastrophic risks, including
autonomous cyberattacks and bioweapon design®.

The policy prescriptions offered by Gladstone Al are draconian and specifically targeted at
halting open-source proliferation. The report explicitly identifies the "open-source culture" of
the Al community as a primary threat, lamenting that the capabilities of open-source and
open-access Al models are closely tracking proprietary systems, sometimes lagging the
frontier by less than a year®. To combat this democratization of technology, the report
proposes an international treaty to establish a "global compute cap"—an outright ban on the
development of Al systems above an agreed-upon computational resource threshold®.
Furthermore, the report recommends that the government "urgently” consider outlawing the
publication of the "weights" (the inner workings and parameters) of powerful Al models under
open-source licenses, suggesting that violations be punishable by jail time?’. By criminalizing
the release of open-source weights, incumbents secure a permanent monopoly over frontier
Al, ensuring that users can only access the technology via corporate-controlled, heavily
metered, and censored APIs. This represents a direct assault on the concept of the "Sovereign
Forge"—the ability of individuals to run decentralized Al natively on local hardware without
corporate oversight'.

The Battle for California: Decoding SB 1047

The most aggressive, well-funded attempt to codify these compliance barriers into hard law
occurred with California's Senate Bill 1047 (The Safe and Secure Innovation for Frontier Artificial
Intelligence Models Act)?. Sponsored by State Senator Scott Wiener and heavily backed by the
Center for Al Safety Action Fund, Encode Justice, and the Future of Life Institute, SB 1047
sought to mandate preemptive safety testing and compliance regimes for all large-scale Al
models doing business in California—which, given the state's economic gravity, would become
a de facto national standard'®.



The specific mechanics of SB 1047 reveal its profoundly anti-competitive nature. The bill
applied strict regulatory burdens to any "covered model," defined by rigid and arbitrary

economic metrics: models requiring more than $100 million to train and utilizing computing

26
power greater than integer or floating-point operations®. If a developer fine-tuned such

a model using more than $10 million, the derivative model was also subject to the regulations®.
Under the framework of SB 1047, developers would be legally mandated to adhere to a massive
compliance regime that included:

e Implementing a mandatory "kill switch" (the capability to promptly enact a full shutdown
of the model across all deployments)?’.

e Retaining third-party auditors annually to perform independent compliance audits®.

e Submitting detailed compliance statements under penalty of perjury to the California
Attorney General before initial training could even begin®.

e Facing massive civil penalties for non-compliance, set at up to 10% of the cost of the
computing power used to train the model for a first violation, and 30% for subsequent
violations®.

These requirements represent an apocalyptic threat to open-source software. Unlike
centralized APIs hosted on corporate servers, open-source weights are downloaded and run
locally by millions of users worldwide. It is technologically impossible for a developer to install a
centralized "kill switch" on decentralized, open-source weights downloaded to an independent
user's physical hardware. By mandating a kill switch and attaching massive financial liabilities to
the original developer for downstream misuse, the bill effectively outlaws true open-source
releases of frontier models.

The open-source community, led by prominent Al pioneers, fiercely opposed the bill. Turing
Award winner and Meta Chief Al Scientist Yann LeCun argued that open-source Al fosters
safety, diversity, and global cooperation. He likened the demand for a pause in Al research to a
"new wave of obscurantism," stating it was akin to the Catholic Church calling for a moratorium
on the printing press in 1440 because commoners might read books*?. Google Brain
co-founder Andrew Ng criticized the bill for making the fundamental regulatory error of
targeting a general-purpose technology rather than penalizing specific, harmful applications of
that technology*®.

Although SB 1047 passed the California Senate with overwhelming bipartisan support—a
testament to the relentless lobbying efforts of CAIS and FLI—it was ultimately vetoed by
Governor Gavin Newsom on September 29, 2024, following intense backlash from
open-source developers, academics, and startups who recognized the bill as an existential
threat to innovation?. Revealing the underlying entitlement of the lobbying apparatus, the
Future of Life Institute immediately reverted to Bootlegger/Baptist rhetoric following the veto.
FLI Executive Director Anthony Aguirre claimed the veto left Californians vulnerable to
"biological weapons" and alleged that tech companies lobbied against the bill because they
wished to remain "accountable to no one," entirely dismissing the legitimate, structural
concerns raised by open-source advocates®®.



V. The Academic and Antitrust Consensus: The
Physics of Capture

The dynamic unfolding in the Al industry is entirely predictable when analyzed through the lens
of traditional economic theory and modern antitrust scholarship. The academic literature
overwhelmingly supports the conclusion that heavy, ex-ante regulation of emergent
technologies frequently results in regulatory capture.

Stiglerian Capture and Game-Theoretic Moats

In 1971, economist George Stigler published his landmark paper establishing the economic
theory of regulation, arguing that “as a rule, regulation is acquired by the industry and is
designed and operated primarily for its benefit"®’. Modern scholars apply Stigler's framework
directly to Al, demonstrating how compliance costs serve as a weapon of market
consolidation®. Strict, top-down regulations inherently require vast administrative resources to
ensure compliance. A corporation with a trillion-dollar market capitalization can easily absorb
the costs of employing hundreds of compliance officers, funding third-party audits, and
navigating complex licensing regimes. A decentralized open-source collective or a lean startup
cannot®. Therefore, regulations that mandate these processes do not necessarily increase
aggregate safety; instead, they operate as a regressive tax that only incumbents can afford,
creating high barriers to entry*®.

Formal game-theoretic models analyzing Al openness regulation reveal that ambiguous
definitions of "open-source" within regulatory frameworks (such as the EU Al Act) create a
profound chilling effect on innovation*°. When regulations exempt true open-source models
but disqualify any monetized open-source products, developers are forced to make strategic
choices”. The threat of massive civil penalties disincentivizes generalists from releasing
open-weight models, effectively driving the market toward proprietary, closed-source
ecosystems®*°. Furthermore, antitrust scholars Fiona Scott Morton and Herbert Hovenkamp
warn that generative Al firms could leverage anti-forking agreements or condition access to
proprietary resources to raise their rivals' costs, thus shielding the top players from
competition®'.

The Monopoly on Compute and Infrastructure

Meredith Whittaker, faculty director of the Al Now Institute and former FTC advisor, provides a
critical analysis showing how current regulatory debates completely ignore the true source of
power: concentrated computational infrastructure®. Whittaker argues that the "advances" in Al
over the past decade are not the result of fundamental scientific breakthroughs, but rather the
product of heavily concentrated data and compute resources residing in the hands of a few
large tech corporations (e.g., Microsoft, Google, Amazon)*.

The "bigger-is-better" paradigm that currently dominates Al—which arbitrarily equates scale of
compute with performance—perfectly aligns with the financial incentives of Big Tech, which
controls the underlying hardware supply chain’. The Al Now Institute explicitly warns that
accepting the current trajectory of Al as "inevitable" sets society on a path toward an



unenviable future that disenfranchises the public’. By pushing for regulations that focus
exclusively on hypothetical existential risks (the "Baptist" concern) or arbitrary model
capabilities, policymakers ignore the existing infrastructural monopolies. When regulations
mandate that models must be heavily audited and licensed, they force startups to rely even
more heavily on the "Big Three" cloud providers to handle the compliance load, locking in their
infrastructural dominance and encouraging toxic competition®.

Antitrust Enforcement: Rejecting the "National Champions™

The Federal Trade Commission (FTC), under the leadership of Chair Lina Khan, has recognized
the inherent danger of allowing incumbent monopolies to capture the Al ecosystem. In a joint
statement with the Department of Justice, the UK Competition and Markets Authority, and the
European Commission, Khan pledged to protect competition across the Al stack, remaining
vigilant against tactics that undermine fair dealing, interoperability, and choice*’.

Crucially, Khan explicitly rejects the "national champions" argument—the Bootlegger premise
that the government should protect a few massive domestic Al monopolies from antitrust
scrutiny to ensure national security and global competitiveness against foreign adversaries*.
Khan points out that relying on a single national champion makes a nation's economy brittle,
arguing that monopoly power in America is a major threat to national interests*.

“To stay ahead globally we don’t need to protect our monopolies from innovation: we need to
protect innovation from monopolies," Khan asserted during a speech at the Stanford Institute
for Economic Policy Research, noting that historical antitrust actions against giants like IBM and
AT&T ultimately paved the way for the internet economy and generative Al itself*°. The FTC has
warned that it will use the full scope of its authority to prevent Al incumbents from using their
control over essential inputs—such as cloud infrastructure and data processing units—to
coerce buyers, extract excessive prices, and crush smaller rivals®’.

VI. Conclusions: Bypassing the Bureaucratic
Extraction

The forensic evidence is unequivocal: the current crusade for "Al Safety" operates as a highly
coordinated campaign of regulatory capture. By leveraging the moral panic generated by the
Effective Altruism community, tech billionaires and incumbent Al monopolies are actively
financing a non-profit lobbying apparatus designed to construct unassailable legal moats.
The proposed solutions to Al risk—licensing agencies, compute caps, criminalizing
open-source weights, and mandated "kill switches"—are mathematically and structurally
designed to eradicate the open-source ecosystem. They target the decentralized producers of
technology while securing infinite rent-seeking capabilities for the corporate and administrative
elite. To ensure a competitive, equitable, and truly safe technological future, policymakers must
recognize and address the following structural dynamics:

1. Dismantle the Compliance Moat: Policymakers must recognize that arbitrary compute
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thresholds (e.g., $100 million or FLOPs) are not scientific safety metrics; they are
economic barriers designed to eliminate startups. Regulation should focus on punishing



specific, illegal applications of Al (e.g., fraud, unauthorized medical practice, deployment
of malware) rather than preemptively restricting the mathematical development of the
models themselves?.

Protect Open-Source Supremacy: Transparency is the greatest antidote to
monopolistic control. As advocates like Yann LeCun and the Mozilla Foundation have
argued, public access and open scrutiny make technology safer and more accountable®,
Open-source model weights must be explicitly protected from liability regimes that treat
general-purpose mathematics as a weapon of mass destruction.

. Aggressive Antitrust Enforcement at the Infrastructure Layer: True Al regulation

must begin at the hardware and compute level. Following the FTC's roadmap, regulatory
focus must shift toward breaking up the concentrated control over data centers, cloud
instances, and silicon distribution that allows a handful of mega-corporations to dictate
the terms of Al development to the rest of the world®.

If the current legislative trajectory holds, the resulting regulatory framework will not save
humanity from a rogue superintelligence. Instead, it will succeed only in fulfilling the oldest
objective of corporate strategy: the total, legally enforced, and permanent enclosure of the
market.
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