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EXECUTIVE SUMMARY: THE LOGISTICAL CRACKDOWN ON HUMAN CULTURE

The trajectory of generative artificial intelligence has entered a critical, paradigm-shifting phase defined no

longer by computational bottlenecks, but by a severe and impending scarcity of uncontaminated human

knowledge [1]. Over the past decade, frontier AI developers relied on massive, automated web scraping to feed

their neural networks [6]. However, the digital web is now hopelessly polluted [17]. The post-2022 digital

ecosystem is saturated with synthetically generated content, colloquially referred to as "AI slop," which induces

a degenerative statistical pathology known as "model collapse" or "Model Autophagy Disorder" (MAD) when

ingested recursively [1, 11].

To stave off mathematical degradation and maintain their multi-billion-dollar scaling valuations, major

technology conglomerates have executed a massive, highly capitalized pivot back to the physical world [2,

114]. Through secretive, industrial-scale pipelines—such as Anthropic's "Project Panama" and Amazon's

"VGT3" unit—these entities are bulk-purchasing millions of pre-2022 physical print books, shearing off their

spines with hydraulic guillotines, high-speed scanning the loose sheets, and pulping the physical remains [31,

32, 61].

This practice constitutes a modern "Enclosure of the Cognitive Commons." By exploiting a highly specific

legal loophole established in the landmark case Bartz v. Anthropic PBC (2025)—which ruled that physical

destruction sanitizes copyright liability by preventing "surplus copying"—tech monopolies are converting our

shared, decentralized intellectual heritage into centralized, proprietary digital indexes [29, 34, 120]. This briefing

maps out the legal mechanics of this destruction mandate, the hypocrisy of the dual-track justice system, and

how civil society is leveraging Section 5 of the FTC Act to weaponize physical properties against digital

networks, triggering a cascading logistical failure known as "Hostage Math" [133, 324, 327].

SECTION I: THE TECHNICAL CATALYST — MODEL AUTOPHAGY DISORDER
(MAD)

The mechanical urgency driving the corporate destruction of books is grounded in absolute mathematical

physics. Neural scaling laws dictate that large language models improve predictably as parameters and training

data expand [6]. However, Epoch AI's quantitative forecasting models indicate with 80% certainty that the total

available supply of high-quality, human-generated public text (approximately 300 trillion tokens) will be

completely exhausted between 2026 and 2032 [7, 8]. Under aggressive overtraining practices—where models

are trained with up to 100 times the Chinchilla optimal data-to-parameter ratio—this timeline collapses into the

immediate present [8, 9].

When AI developers attempt to circumvent this data famine by training next-generation architectures on

synthetic data (model-generated text), the models undergo rapid statistical degeneration [10, 11]. As

demonstrated by Shumailov et al. (Nature, 2024), recursive training on synthetic distributions causes the

smooth probability curves of human variance to collapse [11, 12]. In the early stages, the model truncates its

"long tails"—the nuanced edge cases and complex reasoning of minority data—hyper-focusing on the statistical

mean [13]. In later generations, the distribution narrows into a needle-like spike [14]. The model completely

unlearns complex cognitive tasks, its vocabulary homogenizes into repetitive patterns, and its outputs degrade
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into total incoherence—a state termed "algorithmic dementia" [14, 16, 380].

THE NATURE STUDY ON MODEL COLLAPSE (SHUMAILOV ET AL., 2024)
The Oxford and Cambridge research team proved that the indiscriminate use of recursively generated synthetic
data in training causes irreversible defects across all learned generative models [138]. To keep test errors
bounded and stabilize the training loop, developers must follow the "accumulate, don't replace" mandate, retaining
a preserved foundation of original human data (at least 10% to 25%) to act as a gravitational anchor preventing
cognitive drift [22, 32]. Physical books published prior to late 2022 represent the ultimate, non-renewable "provably
clean corpus" structurally guaranteed to be free of LLM contamination and adversarial data poisoning tools [2, 66].
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SECTION II: THE DUAL-TRACK REGIME — HACHETTE VS. BARTZ

The legal framework of the United States has engineered a profound, highly regressive paradox [112]. The

judiciary rigidly enforces traditional intellectual property boundaries when they are utilized by non-profit,

public-interest libraries seeking to preserve culture and expand public education [217, 249]. Simultaneously, the

same judicial system demonstrates extreme elasticity when accommodating the industrial-scale vertical

extraction of value by trillion-dollar technology conglomerates [217]. This systemic asymmetry is anchored by

two defining cases: the Second Circuit's 2024 ruling in Hachette Book Group v. Internet Archive and the

Northern District of California's 2025 summary judgment in Bartz v. Anthropic PBC [215].

In Hachette v. Internet Archive, the court effectively criminalized Controlled Digital Lending (CDL) [216].

Under the CDL framework, the non-profit library bought physical books, stored them securely in deep

preservation vaults, and lent out encrypted digital scans to exactly one patron at a time, emulating the

traditional 1:1 owned-to-loaned ratio [221, 222]. Despite its non-commercial, public-service intent, the Second

Circuit ruled that changing the format of a print book to a digital e-book without a separate commercial license

constituted the unauthorized creation of "derivative works" [225]. The court claimed that free lending unlawfully

usurped the publishers' highly lucrative, metered library e-book licensing market (managed through tollbooths

like OverDrive), prioritizing corporate licensing revenue over public education [226, 227].

Conversely, in Bartz v. Anthropic PBC, Senior U.S. District Judge William Alsup ruled that a commercial AI

corporation legally buying physical print books, hydraulically cutting off their spines, scanning them to build a

proprietary database, and immediately pulping the physical originals was a protected, "spectacularly

transformative" fair use [33, 91, 237]. The court's logic rested entirely on the "surplus copying" doctrine:

because Anthropic physically destroyed the print book, there was no net increase in copies in existence (one

digital replaced one physical) [129]. The physical destruction acted as a legal sanitization mechanism, shielding

the tech giant from reproduction liabilities under the ReDigi precedent [34, 130].

Furthermore, Judge Alsup ruled that the authors' loss of potential AI training licensing fees was not a

cognizable harm under the fourth fair use factor [175, 243]. He asserted that copyright holders are not entitled

to a monopoly on a licensing market for transformative uses, deploying a controversial analogy that compared

the training of a neural network to training human "schoolchildren" [92, 175, 243].

Operational Vector Public Preservation (Internet Archive) Commercial AI Extraction (Anthropic /
Amazon)

Primary Intent Equitable public access and historical
preservation [134].

Ingestion into proprietary large language
models [134].

Physical Method Non-destructive scanning; physical book is
placed in secure, long-term archival storage
[134].

Destructive scanning; binding is cut, pages
high-speed scanned, physical remnants pulped
[134].

Digital Output 1:1 loaned DRM e-book simulating physical
scarcity (Controlled Digital Lending) [134].

Permanent, internalized digital surrogate
utilizing mathematical weights and parameters
[134].

Public Access Free, verifiable access to the original text for
patrons [134].

Metered API access to model outputs, with
original source text obscured [134].
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Judicial Outcome Ruled copyright infringement (Hachette, 2024);
digital archives subject to forced deletion [134].

Ruled transformative "fair use" (Bartz, 2025)
because physical destruction avoids surplus
copying [134].

Table 1: Doctrinal Asymmetry in U.S. Copyright Jurisprudence [134]
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SECTION III: UPSTREAM INFRASTRUCTURE & THE OPEN-SOURCE
COMPETITIVE LOCKOUT

To understand the severity of this enclosure, one must examine the physical and logistical infrastructure that

drives the print-to-token pipeline [60, 61]. The narrative of generative AI as an ethereal, digital technology is a

corporate fiction [115]. Upstream data acquisition is a highly centralized, industrial-scale physical operation

designed to systematically fence off communal knowledge [35, 113].

The unsealed court files from Bartz v. Anthropic exposed the existence of "Project Panama" [74, 119].

Anthropic hired Tom Turvey, the former head of strategic partnerships for Google's scanning project, to

construct a global acquisition network [31, 76]. Circumventing publishers entirely, Turvey's team used

secondary data brokers like ISBNdb to bulk-buy millions of books from distributors like Better World Books,

Thrift Books, and World of Books, alongside independent booksellers in Ireland, Spain, and the Netherlands

[78, 85, 166]. Under strict non-disclosure agreements, ISBNdb guaranteed absolute anonymity to hide the

severe "optics problem" of mass corporate book burning, with internal blogs admitting: 'AI company destroys

two million books is not a headline that generates sympathy' [85, 86, 87].

Investigative supply-chain tracking conducted by 404 Media in August 2026 exposed a parallel operation run by

Amazon [80]. By placing an Apple AirTag inside a shipment of rare books, journalists tracked the physical

assets through a Wisconsin distribution center directly to an Amazon processing facility in Las Vegas, Nevada,

designated as LAS8 [81, 82]. Leaked internal communications revealed that the north end of the building

housed a highly compartmentalized, dedicated unit coded as VGT3 [82]. Featuring a painted logo of a

Tyrannosaurus Rex tearing apart an open book, VGT3 operates as a split-assembly line where workers scan

barcodes, slice spines off with motorized guillotines, run the loose sheets through industrial high-speed

scanners (such as the IBML FUSiON HD and Kodak Alaris S5000), and pulp the physical remains [72, 83].

Analyzed through the lens of antitrust economics, this buy-and-burn pipeline represents a highly predatory

Input Foreclosure strategy [143]. Pre-2022 books represent a finite, non-renewable natural resource of

uncontaminated human reasoning [36, 141]. By vacuuming up the remaining physical copies of rare,

out-of-print, specialized, and small-press books—and permanently destroying the physical

substrate—entrenched AI incumbents are systematically erecting an insurmountable data moat [36, 144].

Emerging startups, academic labs, and open-source developers who cannot afford to buy and shred millions of

physical books are entirely locked out of the uncontaminated training data required to build competitive models

[36, 97, 144]. The public commons is starved, enforcing a rigid, monopolistic dependency on a handful of

closed-loop corporate APIs [5, 122].
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SECTION IV: THE REGULATORY COUNTER-STRIKE — FTC SECTION 5
INTERVENTION

Because the copyright regime has immunized the destructive scanning pipeline, digital civil society

organizations—funded by progressive institutions like the Ford and Hewlett foundations—have mounted an

aggressive regulatory counter-strike [272, 339]. In late August 2026, a coalition led by the Demand Progress

Education Fund and the Open Markets Institute filed a formal petition urging the Federal Trade Commission

(FTC) to launch a sweeping investigation under Section 5 of the FTC Act [37, 286].

The petition executes a brilliant tactical shift, bypassing the convoluted copyright fair-use debate entirely [291].

The coalition argues that even if the digital reproduction of a book is protected under copyright fair use, the

subsequent physical destruction of a non-reproducible competitive input constitutes an "Unfair Method of
Competition" under Section 5 [291]. This argument directly aligns with the FTC's stand-alone Section 5

enforcement authority, revitalized under Chair Lina Khan's November 2022 Policy Statement, which explicitly

untethered enforcement from the narrow, traditional consumer welfare standard to police incipient violations

and unfair market consolidation [340, 341].

In October 2023, the FTC fired a direct warning shot at the industry, submitting a formal comment to the

Copyright Office stating that "conduct that may be consistent with copyright laws nevertheless may violate

Section 5" [343]. Reframing mass libricide as Predatory Asset Spoliation, the FTC can issue a highly

targeted, simple injunctive remedy: enjoining AI developers from destroying, discarding, or altering the physical

state of any lawfully purchased media utilized in the creation of training datasets [345, 350].

SECTION V: "HOSTAGE MATH" AND THE WAREHOUSE PARADOX

If the FTC legally decoupling scanning from destruction is enforced, the tech monopolies' extractive economics

immediately collapse under the weight of "Hostage Math" [327, 350].

Under the Bartz v. Anthropic precedent, the fair-use defense is entirely predicated on the complete destruction

of the physical original to prevent "surplus copying" [129, 351]. If the FTC forces the developers to retain the

physical books, the legal shield instantly shatters [351]. The AI developer is left holding millions of intact

physical books alongside their digital counterparts residing on training servers [351]. The action instantly reverts

to the strict reproduction standard of Capitol Records v. ReDigi: creating a digital file while retaining the original

physical copy is unauthorized duplication, exposing the developer to massive statutory copyright damages (up

to $150,000 per work, totaling hundreds of billions of dollars across a multi-million-book corpus) [337, 351, 352].

To avoid catastrophic copyright infringement liability, AI companies are caught in the Warehouse Paradox
[353]. They must physically warehouse, catalog, climate-control, and preserve every single physical book they

scan to prove legal ownership and pretend to operate a closed-loop Controlled Digital Lending (CDL) model

[353, 354]. The lean, hyper-scalable unit economics of Silicon Valley instantly dissolve, replaced by massive,

recurring liabilities on corporate balance sheets [355].

Cost Center Destructive Pipeline (Buy-and-Burn) Preserved Pipeline (Hostage Math)
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Physical Storage Dumpster rental and minor incineration fees
[354].

150,000+ sq ft climate-controlled commercial
real estate [354].

Asset Management None [354]. RFID tagging, digital twin database
synchronization [354].

Staffing Minimal (Guillotine operators) [354]. Professional archivists, warehouse logistics
personnel [354].

Audit Liability Zero (Evidence destroyed) [354]. Perpetual (Must produce physical copy upon
legal demand) [354].

Table 2: Logistical Cost Comparison of Ingestion Pipelines [354]
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SECTION VI: THE DEFEAT OF COGNITIVE SLOP — DEATH OF THE
"SCHOOLCHILDREN" ANALOGY

The primary technical defense used by AI companies to shield their training data under fair use—and

enthusiastically adopted by Judge Alsup in the Bartz ruling—is the "schoolchildren" analogy: the claim that AI

models do not store or copy books, but merely "learn" from them like humans, extracting abstract statistical

weights [92, 186]. This technical claim was completely demolished in March 2026 by a groundbreaking

academic study titled "Alignment Whack-a-Mole" [187].

Published by researchers from Stony Brook, Carnegie Mellon, and Columbia Law School, the study proved that

commercial safety alignment strategies (such as RLHF, system prompts, and output filters) are merely

superficial blocks [187, 188]. They do not erase memorized texts from the model's weights [188]. By applying a

basic, standard commercial fine-tuning task (expanding brief plot summaries), the researchers bypassed safety

guardrails and triggered catastrophic memorization failures across leading architectures, including GPT-4o,

Gemini-2.5-Pro, and DeepSeek-V3 [189]. Upon fine-tuning, the models reproduced up to 85% to 90% of
copyrighted books verbatim, completely invalidating the claim that they operate as abstract, non-expressive

learning tools [189, 191]. Instead, the models function as unlicensed, highly compressed digital archives built

on the ashes of physical literature [191].

This technical finding fundamentally reactivates Factor 4 (Market Harm) liability, proving that LLMs can act as

direct commercial substitutes [191]. If the upstream data acquisition pipeline is found to violate Section 5 of the

FTC Act, the Commission can deploy its most devastating administrative remedy: Algorithmic Disgorgement
(model deletion) [356]. Standardized across cases like Everalbum (2021) and Kurbo (2022), the "no bad bytes"

rule mandates the total destruction of any artificial intelligence models trained in whole or in part on tainted data

[356, 357]. Because models cannot simply "unlearn" specific books without destroying the entire neural

network, developers would be forced to delete their multi-billion-dollar flagship models, collapsing their legacy

moats and forcing them to negotiate global licensing settlements with creators [357, 359].

THE "ALIGNMENT WHACK-A-MOLE" STUDY (MARCH 2026)
The Stony Brook, CMU, and Columbia Law study proved that fine-tuning a model exclusively on the works of a
single author (e.g., Haruki Murakami) unexpectedly unlocked verbatim recall for over 30 completely unrelated
authors, demonstrating that latent memorization is a systemic, associative property of the base neural architecture
itself, rather than an isolated over-training error [190]. This empirical reality shifts the legal burden of proof from
"transformative learning" to "parametric memory extraction" [194].

CONCLUSION: FORGING SOVEREIGN COMMON CARRIER INFRASTRUCTURE

The ongoing destruction of millions of physical books by technology monopolies is not an unfortunate byproduct

of technological progress; it is a calculated mechanism of market foreclosure and cognitive enclosure [147].

Driven by the paradoxical legal mandates of fair use—which protect the physical destruction of knowledge while

actively penalizing its public preservation—and accelerated by the desperate need to stave off the statistical

death of model collapse, technology giants are permanently fencing off the intellectual commons [147, 251].
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While the FTC Section 5 "Hostage Math" intervention provides an exceptional tactical weapon to break the

buy-and-burn pipeline, the ultimate solution requires structural systemic reform [361, 396]. To prevent both

billionaire-led hoarding and state-led ideological censorship, digital civil society and independent researchers

are increasingly pushing to classify frontier AI models as Title II Common Carriers [396]. Under a Common

Carrier framework, the underlying training data must be public and decentralized, the processing pipes must

remain strictly neutral, and the collective intellectual heritage of humanity must be legally declared an open,

non-excludable data commons [396].


